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Abstract. Dense vegetation segmentation must transfer across fields,
crops, viewpoints, and sensing platforms, but dense annotation for ev-
ery condition is costly. In-context segmentation instead transfers a refer-
ence vegetation mask without task-specific segmentation training, plac-
ing strong demands on dense features: they must retain local detail for
intra-crop transfer while tolerating cross-crop and cross-source appear-
ance changes. We study this trade-off in DINOv3 features for agricultural
imagery. DINOv3-L provides strong local specificity but can be overly
appearance-specific across crops, whereas DINOv3-S yields a more toler-
ant similarity structure. We therefore train a lightweight residual adapter
on frozen DINOv3-L features, using frozen DINOv3-S features to fil-
ter potential false negatives. On the Agroscapes dataset, within a fixed
in-context segmentation pipeline, the adapted representation improves
transfer within and across crops and between aerial and ground-based
sources.

Keywords: DINOv3 · Self-Supervised Learning · Dense Visual Repre-
sentations · In-Context Segmentation · Domain Adaptation

1 Introduction

Dense vegetation segmentation supports crop monitoring, phenotyping, navi-
gation, and robotic intervention [14,20]. Its transfer is challenging because crop
type, growth stage, viewpoint, illumination, acquisition height, and sensing plat-
form all change vegetation appearance [16]; collecting dense labels for every con-
dition is therefore difficult to scale.

In-context segmentation transfers a reference annotation to a target image
without task-specific training. Recent methods use dense correspondence, seg-
mentation priors, or both to support semantic, part-level, and personalised trans-
fer [8, 15, 17, 25, 29, 30]. Their performance depends on a feature space that is
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locally discriminative for same-crop segmentation while remaining tolerant of
different vegetation appearances.

Self-supervised foundation models are effective dense feature extractors for
correspondence-driven segmentation. DINOv3 [21] is particularly suitable be-
cause its patch-level features support matching and region grouping. In our
Agroscapes comparisons, DINOv3-L preserves fine local structure but can be
appearance-specific across crops, whereas DINOv3-S provides a more tolerant
similarity signal.

We propose teacher-filtered DINOv3 feature adaptation for in-context vege-
tation segmentation. Both encoders remain frozen: a lightweight residual adapter
transforms DINOv3-L features, while DINOv3-S estimates patch similarity to ex-
clude potentially related cross-image patches from the contrastive negative set.
An anchoring term keeps adapted features aligned with DINOv3-L features.

We evaluate on Agroscapes from Agronav [19] in a fixed, INSID3-style [8]
training-free pipeline, varying only the dense representation. Across mixed-source
and aerial-to-ground splits, the adapted features retain strong intra-crop perfor-
mance while improving cross-crop and cross-source transfer.
Contributions. Our contributions are:

– We analyze how DINOv3 large and small variants behave under agricultural
domain shifts, showing a trade-off between fine-grained local specificity and
broader cross-crop semantic tolerance.

– We propose a lightweight self-supervised adaptation method for DINOv3
large-variant features, using DINOv3 small-variant teacher filtering to re-
move potential false negatives and DINOv3 large-variant anchoring to pre-
serve the original feature geometry.

– We evaluate the adapted representation in a fixed INSID3-style pipeline and
show improved intra-crop, cross-crop, mixed-source, and aerial-to-ground
vegetation segmentation transfer.

2 Related Work

Agricultural Semantic Segmentation and Domain Transfer. Agricul-
tural segmentation supports monitoring, phenotyping, and robotic perception [14,
19], including navigation through vegetation and traversable-region estimation [1,
7, 22]. In Agronav-style deployments, a segmentation system must distinguish
vegetation from soil and other background regions despite changes in crop mor-
phology and image formation. Crop type, growth stage, illumination, viewpoint,
acquisition height, field layout, and sensing platform consequently create sub-
stantial domain shifts. A representation that is locally precise for one field can
therefore fail to associate semantically related vegetation in another field, es-
pecially when the canopy appearance or viewing geometry changes. Prior work
addresses transfer across crops [6], agricultural fields and robots [16], crop–weed
domains [27], and ground/UAV imagery [9], typically by adapting or training
segmentation models. In contrast, we self-supervisedly adapt the dense repre-
sentation and use masks only for downstream evaluation. This isolates whether
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feature-space adaptation itself improves the correspondence required by an in-
context segmenter.
Dense Feature Representations for In-Context Segmentation. In-context
segmentation requires features that support cross-image correspondence and
within-image grouping. The reference annotation is not sufficient by itself: its
utility depends on whether foreground descriptors remain comparable to the
corresponding target regions while remaining distinct from background descrip-
tors. Foundation models provide such features through correspondence, segmen-
tation priors, or dense self-supervision [8, 15, 17, 29]; INSID3 specifically uses
DINOv3 features for training-free matching, clustering, and aggregation [8]. Self-
supervision is also increasingly used in precision agriculture [2,11,13], and agri-
cultural foundation models such as Agri-FM+ [3] and SPROUT [28] reduce the
gap between generic and agricultural representations. These approaches moti-
vate studying representation transfer separately from a task-specific decoder.
Rather than pretraining a new model or modifying the downstream pipeline,
we adapt frozen DINOv3-L features and use DINOv3-S only for false-negative
filtering.
Dense Vision Foundation Models under Domain Shift. DINO patch fea-
tures encode dense semantic descriptors for correspondence [4], and DINOv2 [18]
demonstrated the transferability obtained by scaling self-supervision. DINOv3 [21]
extends this family with high-quality dense representations, while recent work
has adapted DINO descriptors for dense prediction [23]. For dense in-context
transfer, however, a feature is useful only if its local detail does not make it
overly sensitive to crop-specific texture, row structure, or viewpoint. We ex-
amine this trade-off empirically for DINOv3-S and DINOv3-L on agricultural
domain shift; it motivates the complementary large-student/small-teacher roles
in our adaptation objective rather than a general claim about model scale.
Parameter-Efficient Adaptation of Vision Foundation Models. Frozen
vision foundation models can be adapted with lightweight modules rather than
full fine-tuning [18, 21]. This is particularly attractive when the available agri-
cultural data are unlabelled and the downstream method consumes a dense fea-
ture grid rather than task logits. DINOv3-FD [12] and adapter-based Ground-
ing DINO tuning [26] show that such adaptation can specialise representations
under domain shift or limited data. Teacher guidance is also relevant to con-
trastive learning because visually different but semantically related vegetation
patches may otherwise be treated as negatives. DINOv3 further uses Gram an-
choring during pretraining [21]. False-negative filtering has also been used in
self-supervised domain adaptation to avoid repelling semantically similar sam-
ples [24]. Our method combines lightweight adaptation with DINOv3-S-guided
negative filtering and an anchor to the original DINOv3-L features. The filter
and anchor serve distinct purposes: the former changes which cross-image rela-
tions are repelled, whereas the latter constrains the adapted features to remain
close to the pretrained representation.
Evaluation of Foundation Model Representations for Cross-Domain
Vegetation Segmentation. INSID3 [8] shows that one frozen DINOv3 back-



4 A. Stefanov et al.

bone can support training-free in-context segmentation, while controlled geospa-
tial studies find that frozen features can match fine-tuning for agricultural field
segmentation [5]. CrossEarth [10] and agricultural ground/UAV transfer stud-
ies [9] further highlight the importance of evaluation under domain shift. In this
setting, reporting only an aggregate score can obscure whether a representa-
tion preserves same-crop matching while improving the more demanding cross-
crop cases. We therefore report intra-crop and cross-crop transfers under both
mixed-source and aerial-to-ground training regimes. Unlike work that changes
the foundation model or downstream architecture, we vary only the dense rep-
resentation within a fixed INSID3-style pipeline, isolating its effect on the four
transfer settings.

3 Methodology

3.1 Problem Overview and Method Motivation

Given a reference image Ir with binary vegetation mask Mr and a target image
It, we segment the corresponding vegetation in It, including cases with different
crop types or appearances. The mask is available only to the fixed downstream
in-context procedure; adapter training uses no vegetation annotations. Thus,
the objective is not to learn a segmentation classifier, but to make the feature
representation more transferable for reference-to-target matching.

Let E(·) denote a frozen dense visual encoder that maps an image I to a
spatial feature map,

F = E(I) ∈ RC×H×W . (1)

Rather than training a task-specific segmentation network, we learn a lightweight
adapter Aθ that transforms the frozen features into an adapted representation,

Z = Aθ(F ). (2)

The self-supervised adapter is designed to retain local discriminability while
improving correspondence across crop types and acquisition conditions; it is
evaluated in a fixed in-context segmentation pipeline. This formulation separates
representation learning from the downstream clustering and aggregation choices,
so any change in segmentation quality can be attributed to the features supplied
to the same procedure.

3.2 Dense DINOv3 Features for Agricultural Transfer

To analyse dense DINOv3 features under agricultural domain shift, let EL(·)
and ES(·) denote frozen DINOv3-L and DINOv3-S encoders that produce

FL = EL(I) ∈ RCL×H×W , FS = ES(I) ∈ RCS×H×W . (3)

For a patch location p, we denote the corresponding normalized features as

fL(I, p) =
FL(p)

∥FL(p)∥2
, fS(I, p) =

FS(p)

∥FS(p)∥2
. (4)
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The cosine similarity between patches pi and pj is then

sL(pi, pj) = fL(Ii, pi)
⊤fL(Ij , pj), sS(pi, pj) = fS(Ii, pi)

⊤fS(Ij , pj). (5)

We use these similarities to characterise transfer rather than to supervise a
segmentation model. For two views of the same crop, high similarity at corre-
sponding vegetation locations is desirable, but cross-crop transfer additionally
requires features to remain comparable when leaf shape, canopy density, colour,
and background context differ. The qualitative comparison in Fig. 1 exposes a
practical scale trade-off: fine-grained descriptors can improve local boundary dis-
crimination while assigning low affinity to vegetation whose appearance changes
substantially. Conversely, a coarser descriptor can be informative about broad
semantic relatedness even when it does not preserve the local detail required by
clustering.

Fig. 1 illustrates that DINOv3-L preserves fine local structure but becomes
more appearance-specific across crops, whereas DINOv3-S produces less detailed
yet more tolerant features. The large variant separates nearby local structures
that are useful for delineating vegetation, but its cross-image similarities can
decrease when crop texture and viewing conditions change. The small variant
provides a coarser semantic signal that is less suitable as the final dense descriptor
but useful for identifying pairs that should not be strongly repelled.

This complementary behaviour motivates an asymmetric design: DINOv3-L
is adapted for its local specificity, while DINOv3-S only identifies potentially
related cross-image patch pairs. The adapted representation is computed solely
from DINOv3-L features,

Z = Aθ(FL), (6)

and DINOv3-S guides the false-negative filtering in the contrastive objective.
Consequently, DINOv3-S neither provides input channels to the adapter nor
changes the representation used at inference; its role is restricted to defining a
more reliable set of contrastive negatives during training.

3.3 Teacher-Filtered Patch-Level Contrastive Adaptation

Fig. 2 summarises training. Both DINOv3 encoders remain frozen; only Aθ is
optimised. DINOv3-L provides the adapted representation and DINOv3-S filters
potential false negatives. This keeps the trainable component small and avoids
changing either foundation-model feature extractor while exploiting their com-
plementary similarity behaviour.

For each training image Ii, the frozen encoders produce

F i
L = EL(Ii), F i

S = ES(Ii). (7)

The same random spatial crop and optional horizontal flip are applied to both
feature maps,

F̄ i
L, F̄

i
S = C(F i

L, F
i
S), (8)
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Fig. 1: Comparison of dense DINOv3 features for agricultural transfer. The top row
shows two views of the same crop and one image of a different crop. DINOv3-L preserves
finer local structure but produces lower cross-crop similarity, whereas DINOv3-S yields
a more tolerant response across vegetation appearances.

preserving correspondence between the DINOv3-L and DINOv3-S grids. Ap-
plying the transform jointly is important because the teacher similarity at a
patch location is used to decide whether the corresponding large-model candi-
date may be a negative. Independent spatial transforms would invalidate this
teacher–student alignment.

Two normalised views are generated from the cropped DINOv3-L features
by adding independent Gaussian noise,

F̃ i
L,a = norm

(
F̄ i
L + ϵa

)
, F̃ i

L,b = norm
(
F̄ i
L + ϵb

)
, (9)

where ϵa and ϵb are independently sampled noise tensors. The perturbations
create two views of the same underlying patch grid without requiring a separate
image augmentation pipeline. The shared adapter processes both views,

Zi
a = Aθ(F̃

i
L,a), Zi

b = Aθ(F̃
i
L,b). (10)

Let zi,pa and zi,pb denote normalised adapted features at patch p. Correspond-
ing locations form positives, so the objective explicitly preserves each patch
identity across the two perturbations. Candidate negatives are drawn from other
batch images rather than from different locations in the same image; they are
then filtered with DINOv3-S teacher features. This focuses the contrastive pres-
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sure on cross-image separation while avoiding a forced distinction between neigh-
bouring patches that may belong to the same vegetation region.

For anchor patch p in Ii and candidate patch q in Ij , i ̸= j, teacher similarity
is

sS(i, p, j, q) =
F̄ i
S(p)

⊤F̄ j
S(q)

∥F̄ i
S(p)∥2 ∥F̄

j
S(q)∥2

. (11)

The filtered negative set is

Ni,p = {(j, q) | j ̸= i, sS(i, p, j, q) < τS} , (12)

where τS is the teacher threshold; pairs above it are excluded as potentially
semantically related vegetation. The rule is deliberately conservative: a high
DINOv3-S similarity does not assign a positive label, but prevents the loss from
treating that pair as certainly negative. This addresses the false-negative mecha-
nism without introducing labels or requiring explicit cross-crop correspondences.

Filtering is applied independently for each anchor patch and each candidate
from a different batch image. It therefore retains visually or semantically dissim-
ilar patches as contrastive negatives, while discarding only those for which the
smaller frozen model supplies evidence of relatedness. This distinction is impor-
tant in agricultural imagery: different images can contain repeated vegetation
patterns, yet not all cross-image patch pairs should collapse into one represen-
tation. The thresholded teacher signal supplies a lightweight uncertainty test
rather than a class assignment.

The contrastive loss for anchor zi,pa is

ℓi,p = − log
exp

(
sim(zi,pa , zi,pb )/τc

)
exp

(
sim(zi,pa , zi,pb )/τc

)
+

∑
(j,q)∈Ni,p

exp
(
sim(zi,pa , zj,qb )/τc

) , (13)

where sim(·, ·) is cosine similarity and τc is the contrastive temperature. Each
retained candidate contributes to the denominator, so the loss attracts the same-
location positive while repelling only candidates supported as dissimilar by the
frozen teacher. Averaging over images and patches gives

Lpc =
1

|B| |P|
∑
i∈B

∑
p∈P

ℓi,p. (14)

This objective promotes perturbation-invariant features without separating
potentially related cross-image vegetation patches. It does not assert that all
teacher-similar regions share the same class; instead, it removes the strongest
contradictory supervision signal for pairs whose semantic relationship is uncer-
tain under crop and platform shift.

At inference, this training construction is not retained as an additional pro-
cessing stage. A target image is encoded once by frozen DINOv3-L and passed
through the learned adapter; the fixed INSID3 pipeline then consumes the adapted
grid in exactly the same way as the original DINOv3-L grid. The teacher is con-
sequently a training-time source of negative-set supervision, not an ensemble
component or an additional inference dependency.



8 A. Stefanov et al.

Input batch
DINOv3-L (Student)

View A

View B

Generation of noisy 
views

Teacher-Filtered Patch 
Contrastive Loss

DINO Feature Anchor 
Loss

False negatives candidates

DINOv3-S (Teacher)

...

Adapter update 

Trainable 
adapter

Same-location 
positive

Anchor 
patch

Candidate negatives

Reliable negatives only

Adapted 
views

Fig. 2: Overview of the teacher-filtered DINOv3 adaptation pipeline. Frozen DINOv3-
L features are perturbed to form two views and passed through the shared adapter.
Same-location patches form positive pairs, while cross-image patches form candidate
negatives. Frozen DINOv3-S features remove candidate negatives with high teacher
similarity. The adapter is trained using the filtered patch-level contrastive loss and the
DINOv3-L feature anchoring loss.

3.4 Adapter Architecture

The lightweight residual adapter Aθ preserves the DINOv3-L spatial grid, map-
ping FL ∈ RCL×H×W to Z ∈ RCZ×H×W . Here CZ = CL = 1024, so the adapted
representation retains the original resolution and dimensionality. Maintaining
this interface allows the adapter output to replace the frozen DINOv3-L fea-
tures directly in INSID3, without changing its matching, clustering, or mask-
aggregation stages.

Because CZ = CL, the input projection is an identity. A gated multi-head
correction block produces ∆θ(FL), yielding the residual update

Z ′ = FL + α∆θ(FL), (15)

where α is a residual scaling factor. The residual form makes the adaptation
an explicit correction to the pretrained feature map rather than a complete re-
encoding of it.

A small output MLP with 1 × 1 convolutions then refines and channel-
normalises the residual feature map:

Z = norm (Z ′ + ϕout(Z
′)) . (16)

The resulting dense, L2-normalised representation is used directly by the down-
stream pipeline. Normalisation maintains the cosine-similarity interpretation
used by the contrastive objective and dense matching procedure. The adapter
has 8 attention heads, 512 hidden channels, and 1024 output channels.

The architecture is intentionally restricted to a residual correction block
and a small output MLP. It can adjust the similarity structure responsible for
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reference-to-target association while retaining the spatial sampling and channel
dimensionality expected by the downstream system. This design also makes the
adaptation compatible with the cached-feature training protocol: the adapter
operates on frozen DINOv3-L feature maps rather than requiring repeated end-
to-end optimisation of the encoder.

3.5 Feature-Space Regularization

The patch-level contrastive objective alone may over-specialise the representa-
tion to sampled training pairs. We therefore anchor adapted features to frozen
DINOv3-L features, retaining useful pretrained local structure. Unlike a full
geometry-preservation constraint, the anchor is a pointwise similarity regulariser:
it preserves correspondence to the original feature at each patch while leaving the
adapter free to change cross-image relations needed by the filtered contrastive
objective.

For a normalized adapted patch feature zi,pa and the corresponding normal-
ized DINOv3-L feature f i,p

L , we define the feature anchoring loss as

LDINO = 1− 1

|B| |P|
∑
i∈B

∑
p∈P

(
zi,pa

)⊤
f i,p
L . (17)

This term penalises excessive deviation from DINOv3-L while allowing adapta-
tion through the contrastive objective. It therefore counterbalances the pressure
to specialise on the self-supervised training set and helps retain the locally dis-
criminative information observed for DINOv3-L.

The final self-supervised training objective is

L = λpcLpc + λDINOLDINO, (18)

where λpc and λDINO weight the contrastive and anchoring terms. Both are 1.0
in our experiments. Together, the objectives promote stable patch descriptors,
prevent uncertain cross-image vegetation pairs from being repelled, and retain
alignment with the pretrained DINOv3-L representation.

4 Experiments and Results

We evaluate feature adaptation for in-context vegetation segmentation with IN-
SID3 [8] as a fixed downstream protocol. INSID3 transfers a reference mask
through dense matching, agglomerative clustering, seed-cluster selection, and
cluster aggregation. We fix reference-target pairs, masks, clustering settings,
and metrics, varying only the dense representation. The resulting mIoU, preci-
sion, and recall therefore probe how well each representation supports the same
reference-conditioned segmentation process rather than the effect of a different
decoder or task-specific training recipe. The conclusions are limited to the six
Agroscapes sequences and transfer settings reported here.
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Implementation details. We train the adapter self-supervisedly on cached
DINOv3-L features, using frozen DINOv3-S features only for teacher-based neg-
ative filtering. Following INSID3 [8], all DINOv3-based representations are debi-
ased before training and evaluation using rank s = 500. The adapter is optimized
for 50 epochs with AdamW, a constant learning rate of 5 × 10−5, weight decay
10−4 and τS = 0.7.

Input images are resized to 1024× 1024. During training, we sample random
24×24 feature crops, apply horizontal flipping with probability 0.5, and generate
two views using Gaussian feature noise with standard deviation 0.03. Up to 256
patch locations are sampled uniformly without replacement from each crop, and
the patch-contrastive temperature is τc = 0.1. Batch sizes are 16 for mixed-source
training and 4 for aerial-to-ground training, whose training set is smaller after
excluding aerial canola to avoid crop-level leakage. Main results use a fixed-seed
checkpoint, while seed variability is assessed using training seeds {11, 22, 33}.
The trained adapter is then frozen and used only as a dense feature extractor.
All experiments are performed on one NVIDIA RTX PRO 6000 Blackwell GPU
with 96 GB of GDDR7 ECC memory.

Debiasing, reference–target pairs, and clustering parameters are held fixed
wherever DINOv3-based representations are compared. Thus, the only differ-
ence between frozen DINOv3-L and our representation is the learned residual
transformation of the same debiased features.

4.1 Dataset and Evaluation Setup

We evaluate on the Agroscapes dataset from Agronav [19], which provides pixel
annotations across crop types, viewpoints, acquisition heights, and aerial and
ground-based platforms. We use six sequences (Table 1) and convert vegeta-
tion annotations to binary masks. The selected sequences include strawberry,
canola, bean, and flax, and combine aerial/drone acquisition with ground-robot
imagery. This variation makes the evaluation sensitive to both semantic appear-
ance changes between crops and geometric changes induced by platform and
camera height.
Mixed-source split. The adapter is trained on DJI_048, DJI_175, DJI_234,
and GH_10005, and evaluated on held-out DJI_280 and GH_10041. This setting
evaluates transfer to unseen crop types and acquisition conditions with aerial
and ground-based self-supervised training data. It tests whether exposure to
heterogeneous unlabelled imagery can improve matching on the held-out bean
and flax sequences without using their masks during adaptation.
Aerial-to-ground split. The adapter is trained only on aerial data and evalu-
ated on GH_10005 and GH_10041. Aerial canola sequences DJI_175 and DJI_234
are excluded to avoid crop-level leakage because evaluation includes ground-
based canola. This split assesses transfer across crop appearance and platform
while making the canola result a platform-transfer test rather than a same-crop
adaptation result.

For both splits, intra-crop transfer uses the same or visually similar crops,
whereas cross-crop transfer uses different crop types.
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Table 1: Agroscapes sequences used in the experiments, covering multiple crop types
and acquisition settings.

Sequence Crop Setting Images
DJI_048 Strawberry Aerial / drone 51
DJI_175 Canola Aerial / drone 160
DJI_234 Canola Aerial / drone, diff. height 77
DJI_280 Bean Aerial / drone 119

GH_10005 Canola Ground robot 435
GH_10041 Flax Ground robot 321

Table 2: Mixed-source split results with methods as rows and transfer setups as
grouped columns. Each setup reports mean IoU (mIoU), precision, and recall; all re-
sults are stated in %. Best results within each setup are bold and second-best values
are underlined.

Flax → Flax Bean → Flax Flax → Bean Bean → Bean

Method mIoU Prec. Rec. mIoU Prec. Rec. mIoU Prec. Rec. mIoU Prec. Rec.

DINOv3-L 88.2 98.6 89.4 3.8 57.9 3.8 50.7 85.6 54.0 74.1 91.1 80.0
SPROUT-dec. 60.9 62.5 96.5 61.0 62.6 96.6 49.7 51.7 93.0 50.7 52.1 95.3
SPROUT-bott. 60.2 62.6 95.0 60.5 62.7 95.4 56.9 59.5 93.5 57.4 60.1 93.5
Ours 91.6 97.3 94.0 90.6 97.1 92.9 76.0 91.1 82.1 75.9 91.1 82.2

4.2 Main results

Baselines. We compare against frozen DINOv3-L in the original INSID3 con-
figuration and two SPROUT [28] representations: bottleneck features before de-
coding and spatially refined decoder features. SPROUT feature maps are resized
to the DINOv3 grid and used in the unchanged INSID3 pipeline. Our method
applies Aθ to frozen, debiased DINOv3-L features. The comparison consequently
contrasts representations at the same downstream interface, rather than compar-
ing segmentation heads trained with different supervision. Unless stated other-
wise, all methods use τ = 0.6 and α = 0.2; SPROUT-bottleneck uses τ = 0.75 for
aerial-to-ground evaluation because the default produced overly coarse clusters.

Intra-crop and Cross-crop Segmentation on Mixed-source Split. Ta-
ble 2 reports the mixed-source split. The adapted representation achieves the
best mIoU in all four transfer cases, improving DINOv3-L by +3.4 and +1.8
points for Flax → Flax and Bean → Bean, respectively. These within-crop gains
show that the adapter does not trade away the strong same-crop behaviour of the
large model. Gains are larger for Bean → Flax (+86.8 points) and Flax → Bean
(+25.3 points), where frozen DINOv3-L has low recall or reduced overlap. In
the Bean → Flax case, mIoU increases from 3.8% to 90.6%, accompanied by re-
call increasing from 3.8% to 92.86%; this is consistent with improved cross-crop
correspondence rather than a precision-only effect. Compared with SPROUT,
the proposed features generally retain higher precision while improving recall in
difficult transfers. Qualitative results appear in Fig. 3.
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Table 3: Aerial-to-ground-source split results with methods as rows and transfer setups
as grouped columns. Each setup reports mean IoU (mIoU), precision, and recall; all
results are stated in %. Best results within each setup are bold and second-best values
are underlined.

Canola → Canola Flax → Canola Canola → Flax Flax → Flax

Method mIoU Prec. Rec. mIoU Prec. Rec. mIoU Prec. Rec. mIoU Prec. Rec.

DINOv3-L 81.4 98.4 82.6 70.6 98.5 71.2 79.1 98.0 79.9 88.2 98.6 89.4
SPROUT-dec. 60.7 68.5 85.9 59.7 68.3 84.7 61.0 62.6 96.6 60.9 62.5 96.5
SPROUT-bott. 62.0 73.4 83.1 56.7 72.9 76.1 63.0 64.8 96.8 61.6 65.0 93.9
Ours 83.4 98.9 84.6 81.0 99.1 81.1 85.5 99.0 86.2 86.0 99.1 86.8
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Fig. 3: Qualitative comparison of in-context vegetation segmentation for intra-crop
and cross-crop transfer. The first and third rows show examples from the mixed-source
split, while the second and fourth rows show examples from the aerial-to-ground split.

Intra-crop and Cross-crop Segmentation on Aerial-to-Ground-source
Split. Table 3 reports aerial-to-ground transfer, where the adapter is trained
only on aerial data and evaluated on ground-robot sequences. The proposed
method improves DINOv3-L in three of four cases: by +2.0 points for Canola
→ Canola, +10.4 for Flax → Canola, and +6.4 for Canola → Flax. These gains
are obtained despite the change in sensing platform and, for cross-crop cases,
the change in vegetation appearance. It also achieves the highest precision in
all four cases, whereas SPROUT generally attains higher recall but lower mIoU;
the proposed representation therefore yields a more balanced foreground transfer
in this fixed clustering pipeline. DINOv3-L remains stronger for Flax → Flax
by 2.2 points, indicating that adaptation does not improve every already-strong
same-crop pairing. Qualitative results appear in Fig. 3.

4.3 Robustness to the Clustering Threshold

The clustering threshold τ controls agglomerative-clustering granularity: lower
values produce coarser regions and higher values finer partitions. We sweep τ for
DINOv3-L and the adapted representation to assess dependence on this down-
stream setting.

Fig. 4 shows that the adapted representation is stronger across the tested
thresholds, particularly for challenging cross-crop transfer, where DINOv3-L re-
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Fig. 4: Sensitivity to the agglomerative clustering threshold τ . The proposed adapted
representation achieves higher and more stable mIoU than DINOv3-L across the tested
intra-crop and cross-cro p transfer settings, particularly in the challenging cross-crop
cases.

call and mIoU are low. The same trend is observed for Canola → Flax; intra-
crop differences are smaller because DINOv3-L is already strong. Threshold
sweeps are relevant here because clustering can otherwise confound a representa-
tion comparison: a gain observed only at one partition granularity could reflect
threshold tuning rather than improved descriptors. In these evaluated settings,
the ordering is not tied to a single τ .

4.4 Ablation Study

Table 4 evaluates both components on the mixed-source split. Removing either
the DINOv3-L anchor or DINOv3-S teacher filter degrades performance, espe-
cially for cross-crop transfer. Removing the anchor reduces mIoU by 49.5 points
for Flax → Bean and by 75.5 points for Bean → Flax. Removing teacher filtering
reduces mIoU by 24.2 and 73.4 points in the same two directions, respectively.
The complementary pattern is consistent with the method design. Without an-
choring, contrastive adaptation can move the features too far from the locally
discriminative large-model representation; without teacher filtering, semantically
related vegetation patches can remain in the negative set. Removing both terms
is harmful overall, while the full model is best in every setting.

4.5 Computational analysis

On the same 756-image evaluation set, the proposed representation requires 321.6
ms per image versus 307.5 ms for DINOv3-L INSID3: a 14.1 ms (4.6%) overhead.
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Table 4: Component ablation results on the mixed-source split, measured by mean
IoU (mIoU) at τ = 0.6. All results are stated in %.

Variant Flax → Flax Flax → Bean Bean → Flax Bean → Bean

No DINOv3-L anchor 88.7 26.5 15.1 65.4
No DINOv3-S teacher filter 80.9 51.8 17.2 62.6
No DINOv3-L anchor, no DINOv3-S teacher filter 81.1 45.0 10.7 60.0
Full model 91.6 76.0 90.6 75.9

DINOv3 forward time is unchanged (170.2 vs. 170.0 ms); the adapter adds 12.1
ms, while clustering remains similar (134.7 vs. 131.5 ms). The adaptation cost is
therefore incurred after the frozen encoder and does not require a second back-
bone at evaluation time. Thus, the method adds modest cost without changing
the overall INSID3 profile.

5 Conclusion

We studied DINOv3 feature adaptation for in-context vegetation segmentation
under agricultural domain shift. In the evaluated Agroscapes settings, DINOv3-
L provides local detail but can be appearance-specific across crops, whereas
DINOv3-S supplies a more tolerant similarity signal. Our teacher-filtered resid-
ual adapter uses frozen DINOv3-S features to suppress potential false negatives
and anchors outputs to DINOv3-L features. The asymmetric design keeps the
large model as the only inference backbone and uses the smaller model solely
to prevent uncertain cross-image pairs from imposing contradictory contrastive
supervision. Within the fixed in-context pipeline, the adapted representation im-
proves the reported within-crop, cross-crop, aerial, and ground-based transfers
without task-specific segmentation training. These results support lightweight
feature-space adaptation as a way to improve the evaluated reference-conditioned
vegetation-transfer settings while retaining the dense interface and local struc-
ture relied upon by the downstream pipeline.
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